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KISTI Supercomputing Center

Cray-2S
1988.11 ~ 1993.10

Cray C90
1993.11 ~ 2001.5

NEC SX-5
2001.5 ~ 2008.9

IBM p690 (4nodes)
2002.1 ~ 2008.9

PLUTO(128cpus)
2002. ~ 2008        

IBM p690+ (17nodes)
2003.7 ~ 2008.9

NEC SX-6
2003.2 ~ 2009.9    

IBM  e1350 cluster (512cpus)
2004.1 ~  2008.9

HP SMP
2000.5 ~ 2006.12

MPP

Sun C48 cluster 
(3072 CPU cores)
2008.9 ~ 2016.4          

Sun C48 cluster 
(25,600 CPU cores)

2010.9 ~

IBM p595 (10nodes)
2008.1 ~ 2015.12          

IBM p595 (24nodes)
2009.10 ~ 2015.12   

Vector

Vector

Vector

SMP

Cluster

1st
Supercomputer

2nd
Supercomputer

4th Supercomputer
3rd
Supercomputer

Cray T3E
1997.6 ~ 2002.12

Cray CS500 cluster 
(570,020 CPU cores)

2018.10 ~ 

5th Supercomputer

GPU Cluster 
(1096 CPU cores, 

44 GPUs)
2017.10   ~

Tachyon

Nobel

Gaia

NURION

• The National Supercomputing Center in Korea

• Provide computational resources and its support to R&D communities in Korea  

• In 2018, ~800 Projects, ~2,500 Users, ~200 SCI publications (KISTI-4) 
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tachyon[0001-0024] tachyon[3193-3200]

oss[13-24]
oss[25-36] ibsm[01-02]

dm[01-04]
sge[03-04]
login[01-04]
acct02

mds[01-06]
admin[01-02]

mon07

oss[01-12] ddn-oss[01-08]
ddn-mds[01-02]

• KISTI-4 system’s interconnect consists of 2 layer non-blocking fat-tree IB QDR.

• 1st layer has 134 48p QDR switches and 2nd layer has 8 432p Director switches.

• During 8-years production, ratio of replaced cables : >50% (BER: 10-12)
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• File IO usually use less than 20% of available Lustre Bandwidth
• Read IO throughput is normally larger than Write IO 
• IB Interconnect  are spent only 1~6 % on average and 60% at peak
• Congestion is heavier on L1(compute node -> edge sw ) than on L2(edge sw -> core sw)
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Cray CS500 25.7PFlops  

KISTI Facility PUE 1.35 



Ø 2x Xeon SKX 6148 CPUs, 2.4GHz, AVX512

Ø 192GB (12x 16GB) DDR4-2666 RAM

Ø 1x Single-port 100Gbps OPA HFI card

Ø 1x On-board GigE (RJ45) port

���������
�-��
��
	
�

Compute nodes 8,305 KNL Computing modules, 116 Racks, 25.3PF

CPU-only
nodes 132 Skylake Computing modules, 4 Racks, 0.4PF

7

The Largest KNL/OPA based commodity cluster System
Rpeak 25.7PFlops, Rmax 13.9PFlops

Ø 1x Xeon Phi KNL 7250, 68Cores 1.4GHz, AVX512

Ø 3TFlops Peak, ~0.2 Bytes/Flops,

Ø 96GB (6x16GB) DDR4-2400 6channel RAM, 

Ø 16GB HBM (460GB/s)

Ø 1x 100Gbps OPA HFI, 1x On-board GigE Port
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KNL Compute Nodes CS500
(Qty 8,305=25.3PF)

• 1x Intel KNL 7250
(3.06TFLOPS/node peak)

• 6x 16GiB DDR4-2400 DIMM(96GiB)
• 1x Intel OPA 100Gbps HFI

CPU-only Nodes CS500
(Qty 132=0.4PF)

• 2x Intel SKL 6148 
(3.072TFLOPS/node peak)

• 12x 16GiB DDR4-2666 DIMM(192GiB)
• 1x Intel OPA 100Gbps HFI

OPA Switch Group (Intel OPA, Fat-Tree, 50% Blocking)

8x Intel OPA 24-slot Director Switch
(19x 32P Leaf module/switch) 

Intel OPA 48P Edge Switch
x 277 (16Up/32Down) 

#1 #260 #267 #277

#1 #2 #7 #8

Service Nodes
(Qty 23)

#268

DDN Lustre
ExaScaler
49x OPA 

ports

DDN IME
Burst Buffer

80x OPA 
ports
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10

K: KNL Compute Node (x 8305)

S: SKL CPU-Only Node (x 132)

V: Service Node (x23)

IME: IME Node (x40, 2x HCA/node)

LV: Storage Service Node (x 9)

E: ExaScaler Storage (x 40)

•••

•••

48port OPA Edge SW #1

32 downlinks

16 uplinks (2links x8)

K#

1

K#

2

K#

3

K#

4

K#

29

K#

30

K#

31

K#

32

486port OPA Edge SW #2

32 downlinks

16 uplinks (2links x8)

S#

50

S#

51

S#

52

S#

53

48port OPA Edge SW #3

32 downlinks

16 uplinks (2links x8)

48port OPA Edge SW #4

32 downlinks

16 uplinks (2links x8)

K#

828

9

K#

829

0

K#

830

5

48port OPA Edge SW #261

32 downlinks

16 uplinks (2links x8)

48port OPA Edge SW #262

32 downlinks

16 uplinks (2links x8)

48port OPA Edge SW #263

32 downlinks

16 uplinks (2links x8)

48port OPA Edge SW #26

8

16 uplinks (2links x8)

15 downlinks

48port OPA Edge SW #27

1

16 uplinks (2links x8)

15 downlinks

K#

5

K#

6

K#

28
••• S#

45
•••S#

23

48port OPA Edge SW #26

4

32 downlinks

16 uplinks (2links x 8)

S#

82

S#

83

S#

85

•••S#

54

S#

77

V#

14

48port OPA Edge SW #27

6

16 uplinks (2links x8)

14 downlinks

IME

#33

-1

IME

#36

-1

IME

#34

-1

IME

#37

-1

IME

#38

-1

48port oPA Edge SW# 277

16 uplinks (2links x8)

13 downlinks

48port OPA Edge SW #26

9

16 uplinks (2links x8)

15 downlinks

48port OPA Edge SW #27

0

16 uplinks (2links x8)

15 downlinks
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33

K#
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100
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124
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128

768port OPA

Core SW#1

w/ 19x Leaf

2 links to each 

Edge SW

2 links to each 

Edge SW

768port OPA

Core SW#1

w/ 19x Leaf

2 links to each 

Edge SW

2 links to each 

Edge SW

768port OPA

Core SW#1

w/ 19x Leaf

2 links to each 

Edge SW

2 links to each 

Edge SW

768port OPA

Core SW#1

w/ 19x Leaf

2 links to each 

Edge SW

2 links to each 

Edge SW

768port OPA

Core SW#1

w/ 19x Leaf

2 links to each 

Edge SW

2 links to each 

Edge SW

768port OPA

Core SW#1

w/ 19x Leaf

2 links to each 

Edge SW

2 links to each 

Edge SW

768port OPA

Core SW#1

w/ 19x Leaf

2 links to each 

Edge SW

2 links to each 

Edge SW

768port OPA

Core SW#1

w/ 19x Leaf

2 links to each 

Edge SW

2 links to each 

Edge SW

V#

2

V#

15
V#

3

V#

13

V#

5

S#
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S#
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S#

84

S#
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S#
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15

S#
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16

••• S#
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48port OPA Edge SW #26

4

16 uplinks (2links x8)

23 downlinks
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V#1

1

V#1
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V#1

6

V#
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4
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S#

111

S#

112

S#

113

S#

114

LV

#1

LV

#2

LV

#3

LV

#4
LV

#9 V#

9

S#

2

V#

17

V#

18
V#

19

V#

20

•••

•••
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Scalability 
for 

8400 diskless
off-the-shelf   
Linux Cluster

System

���
��	������

Specification Products

Cluster Manager

(Provisioing, Mgmt, OpenStack)
Bright Computing

Operating System CentOS

Workload Manager PBS Pro

Compilers Intel, Cray PE, GNU

MPI Libraries Intel MPI, Open MPI, MVAPICH2

Interconnect Software Intel OPA

Parallel File System
Lustre

DDN ES

Burst Buffer IME

Debugger Allinea DDT

Profiler CrayPat, Intel Vtune

User Account Management LDAP

Commercial Software
ABAQUS,  ANSYS, LS-DYNA

NASTRAN, Gaussian

• �%F�&F%+�(%C�C� )�B��(&����I&������2-��C%��(�6F���%C���IF���6(�F�A6L�(�F+�F(�I(����C�F��%%)�C��%C�

&�F�%����B6�C)�C6C���K�C�%K

• 3����)��FC�)�C�)K%F!�%��)���K�%A��(L()�B��(�(&A�)��C)%�����.	�(�)%�6+%����	���A%%��C���I��)%�)���

A�B�)�%��)����	���C)F��(�%���)��FC�)�(K�)���(

• 3�����A6L�%��()6F)�I&�6C��FIC�)�B��%���1,� %�(��I��)%�1
2��C)��F6)�%C�K�)���1,��6(����C��C�6C�����C�

(�+�F6A�B%C)�(�
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Category Features # of nodes Score World Ranking 

HPL Large-scale Dense Matrix Computation
Used for Top500 

8,174(KNL)
+ 122(SKX) 13.93PF 11th (Jun 2018)

HPCG Large-scale Sparse Matrix Computation
Similar to normal user applications 8,250(KNL) 0.39PF 8th (Nov 2018)

Graph500 Breadth-First Search, 
Interconnect Performance

1,024(KNL)
3,844(KNL)

1,456GTEPS
1,048GTEPS

10Th (Jun 2019)
23rd (Nov 2018)

IO500 Various IO Workloads 2,048(KNL) 160.67 2nd (Nov 2018)

Source: Intel Dmitry Nemirov
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Ongoing Work

KNL SKX

Kubernetes
JupyterHub

Spark KubeflowR

Redis memcached Dask Celery

Openstack

Nova Keystone Neutron

Glance

GPFS

Cinder Heat

Horizon

Object
Storage

(S3-comp)

Ceph

R SparkElasticache
Task 

Queue

BigData
Kubeflow-

UI

AI

Dashboard Information Jupyter Notebook

VM

IaaS Block Storage

Network Orchestration

Object Storage

FPGA

MonitoringManagement Billing Auth
Portal

FPGA

FPGA

Docker 
Image

LDAP

OTP

GPU

Prometheus

DockerSingularity

DL Frameworks

PBSPro

Burst
BufferLustre

NURION(KNL/SKX) KAT(GPU)

CLI
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• Read/Write I/O usually use less than 10% of Lustre’s peak bandwidth 
(300GB/s) and occupies 2~3% of real traffic (1~4TB/s) on OPA   

• Write I/O is much more than Read I/O throughput in production 
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GPCNET benchmark 

(NetworkLoad Tests v1.0)

Test with 128,000 MPI ranks

(16 ppn on 8,000 nodes)

- 1,600 nodes running Network Tests

- 6,400 nodes running Congestion

(1,600 nodes per congestor)
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Intel MPI 18.0.3 MVAPICH2.3
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Intel MPI 18.0.3 MVAPICH2.3
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Intel MPI 18.0.3 MVAPICH2.3
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Intel MPI 18.0.3 MVAPICH2.3

• The performances of all MPI collective communication shows similar shape as it scale

• The algorithm has to be properly chosen to get good collective performance over IntelMPI



���������	����
��
���������������	�����
��

• 	������������������������
,�&!����� D�����C��A���� �� ��������!������

��� �����C�A��A������!�����A������A� � ����A

• ,�������� ������A����!#����!������!� A��� �����������A��� ����A����#���

• ������ �� �����������A�� ������� ��A���������������������A���!�AD��!���-���

��A!�!��C� ��#A��-����!��������� ��������



Thank you


