


Evan Burness

Microsoft Azure (2017-2019)
Principal Program Manager for H-series VMs for high-performance computing

Cycle Computing (2016-2017)
Director for High-Performance Computing

National Center for Supercomputing Applications (Univ. Illinois) (2009-2016)
Program Manager, Private Sector Program



My Early Experiences with Really Large Scale







Amsterdam, NL



Cheyenne, WY



DNA – Project Palix

Encoding

0011
0101
1100
0100
1110
1000
1111

Sequencing

Random access

(read)

Decoding

0011
0101
1100
0100
1110
1000
1111

Synthesis

(write)

Preservation

>1,000x denser than tape
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Azure is Exascale



(With one minor exception J )

Azure is Exascale



Virtual Machines – HPC
FPGA Microservices –
AI/Edge  

IB Connected 
CPU/GPU/Storage 
available in cloudNC2 – Advanced Sim (P100)

ND1 – AI Inferencing (P40)
ND2* – AI Training (V100/V100 
SXM)
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High-Performance Computing VMs (H)
Powered by AMD EPYC and Intel Xeon Platinum

HB HC

CPU AMD EPYC Intel Xeon Platinum

Cores/VM 60 44

Clock Speed* 2.55 GHz 3.4 GHz

Memory Bandwidth 263 GB/sec 191 GB/sec

Memory 4 GB/core 
240 total

8 GB/core
352 GB

Local Disk 700 GB NVMe

InfiniBand 100 Gb EDR w/ ConnectX-5 (SRIOV)

Network** Gen 2 SmartNIC (Arria10 FPGA accelerated)
*All cores, non-AVX, peak Boost/Turbo frequencies

**More on Azure SmartNIC at https://bit.ly/2OAainE

https://bit.ly/2OAainE


High-Performance Computing VMs (H)
Powered by AMD EPYC and Intel Xeon Platinum

HB HC

Targets CFD, Seismic, Weather, FEA, MD,
Chemistry

Workload Driver Memory Bandwidth Raw Compute

Max MPI job per VMSS 
(300 VMs) 18,000 cores 13,200 cores

RDMA Verbs All All

MPI Support MVAPICH2, OpenMPI, MPICH, 
Platform MPI, Intel MPI, HPC-X

Additional Frameworks Unified Communication X
libfabric, PGAS

Azure Storage Support Premium Premium

OS Support 
for RDMA

CentOS/RHEL 7.5+
SLES 12 SP4+

WinServer 2016+

CentOS/RHEL 7.5+
SLES 12 SP4+

WinServer 2016+





Intel, AMD, ARM64 CPUs
High density GPU expansion for HPC/AI
NVM (DRAM+battery) and 3DXP for low-latency

High density HDD and Flash expansion 
Microsoft custom designed SSDs

50 Gbps networking
Accelerated VMs using FPGAs





How we shape the VM

https://bit.ly/2Y0nIz1

How we shape the host

https://bit.ly/2IqTKyS

https://bit.ly/2Y0nIz1
https://bit.ly/2IqTKyS


Hypervisor Reserved Cores 
0-1, 24-25

VM Accessible 
Cores 2-23, 26-47

*VM accessible cores enumerate as 0-43 within the VM

Azure HC44rs VMs

NUMA 0 UPI NUMA 0

Socket0 Socket1



Hypervisor Reserved 
Cores 0-3

VM Accessible Cores 
4-63

xGMI

NUMA 0

NUMA 1

NUMA 2

NUMA 3

NUMA 4

NUMA 5

NUMA 6

NUMA 7

NUMA 8

NUMA 9

NUMA 10

NUMA 11

NUMA 12

NUMA 13

NUMA 14

NUMA 15

Socket0 Socket1

*VM accessible cores enumerate as 0-59 within the VM

Azure HB60rs VMs



MPI Bandwidth
OSU MPI Bandwidth Test v5.4.3

./mvapich2-2.3.install/bin/mpirun_rsh -np 2 -hostfile ~/hostfile
MV2_CPU_MAPPING=36 ./mvapich2-2.3/osu_benchmarks/mpi/pt2pt/osu_bw

#bytes Bandwidth (MB/s) Bandwidth (Gb/s)
2 6.18 0.04944
4 13.27 0.10616
8 26.58 0.21264

16 53.51 0.42808
32 106.81 0.85448
64 211.24 1.68992

128 386.98 3.09584
256 756.32 6.05056
512 1434.2 11.4736

1024 2663.8 21.3104
2048 4396.99 35.17592
4096 6365.86 50.92688
8192 8137.9 65.1032

16384 9218.29 73.74632
32768 10564.61 84.51688
65536 11275.6 90.2048

131072 11633.7 93.0696
262144 11856.27 94.85016
524288 11962.69 95.70152

1048576 12025.43 96.20344
2097152 12038.7 96.3096
4194304 11290.92 90.32736

MPI_send_recv

#bytes Latency [usec] (MPICH 
3.3 + CH4)

Latency [usec] 
(OpenMPI 4.0.0)

Latency [usec] 
(MVAPICH2 2.3)

2 1.84 1.78 2.08

4 1.84 1.79 2.08

8 1.85 1.79 2.05

16 1.85 1.79 2.1

32 1.87 1.82 2.12

64 2 1.95 2.13

128 2.05 2 2.18

256 2.48 2.44 2.75

512 2.57 2.52 2.81

1024 2.76 2.71 2.97

2048 3.09 3.11 3.34

4096 3.72 3.91 4.44

OSU MPI Latency Test v5.4.3
/bin/mpirun_rsh -np 2 -hostfile ~/hostfile MV2_CPU_MAPPING=[INSERT CORE #] 

./osu_latency





24% faster than bare-metal with identical InfiniBand stack

Nodes Instance Version PPN Cores MPI Solver Rating
2 HB60rs v192 45 90 HPCX 81.9
4 HB60rs v192 45 180 HPCX 159.7
8 HB60rs v192 45 360 HPCX 324.8

16 HB60rs v192 45 720 HPCX 638.6
32 HB60rs v192 45 1440 HPCX 1260.9
64 HB60rs v192 45 2880 HPCX 2351.0

128 HB60rs v192 45 5760 HPCX 4447.9
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ANSYS Fluent ver. 19 - F1 Racecar 140M cells

HB - 45ppn, HPC-X MPI

HPE ProLiant DL360, HPC-
X MPI

Nodes Instance Version PPN Cores MPI Solver Rating
2 HPE DL360 v19 32 64 HPCX 63.6
4 HPE DL360 v19 32 128 HPCX 128.79
8 HPE DL360 v19 32 256 HPCX 255.3

16 HPE DL360 v19 32 512 HPCX 509.4
32 HPE DL360 v19 32 1024 HPCX 1017.36

HB60rs uses Mellanox Connect-X5 EDR InfiniBand
HPE ProLiant DL360 Gen9 with Xeon E5 2697A v4 at 3.1 GHz with MellanoxConnectX-5 EDR InfiniBand

Details at: https://bit.ly/30wO7WX

https://bit.ly/30wO7WX
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Azure HB with ANSYS Fluent ver. 18; F1 racecar 280m cells; Solver Rating; Higher = Better

Solver Rating
(Platform MPI, no hcoll)

Solver Rating
(HPC-X MPI, hcoll)
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HPC-X MPI on Mellanox ConnectX-5 showing up to 2.1x perf boost on Azure HB





Scaling beyond 11,500 cores on the Public Cloud

Hosts Cores PPN
Sample Elapsed 
Time

Speedup 
(Node based)

SpeedUp (Core 
based) ParallelEff

1 30 30 632.5 1.00 30 100.0

2 60 30 314.2 2.00 59.9 99.9

4 120 30 158.4 3.97 119.2 99.3

16 480 30 42.58 14.89 446.6 93.0

32 960 30 21.14 29.86 895.7 93.3

64 1920 30 11.34 55.49 1664.8 86.7

128 3840 30 6.12 104.60 3138.1 81.7

256 7680 30 3.46 182.44 5473.3 71.3

Hosts Cores PPN
Sample Elapsed 
Time

Speedup 
(Node based)

SpeedUp (Core 
based) ParallelEff

1 45.0 45 496.6 1.00 45 100.0

2 90.0 45 251.7 1.98 89 99.1

16 720.0 45 32.16 15.48 697 96.7
32 1440.0 45 17.0 29.28 1318 91.5

64 2880 45 9.13 55.67 2505 87.0
128 5760 45 5.2 98.92 4451 77.3

256 11520 45 3.1 165.53 7449 64.7
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7449
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Linear Scaling

HB PPN=30

HB PPN=45

Optimize for raw 
performance with 45 
cores/VM, or….

…or optimize for scaling 
efficiency (licensing, 
infrastructure, etc.) with 
30 cores/VM
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Fluent v19.3
Model: F1 Racecar 140M

MPI: HPC-X 2.4 

Linear 100% Linear 75% HB PPN=30 HB PPN=45

88% efficiency at 128 
VMs, within 1% of XC50

83% Efficiency at 288 
VMs (12,960 MPI ranks)

Very useful learnings 
about scalability of EPYC
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Nodes

LiHFX: PRACE CP2K Test CASE B v2.0 

Noctua [s] Seconds Cases/d

4-25% more performant 
at identical node counts 

v. Noctua (Xeon Gold 
6148 w/ Omnipath)

Scaling to 512 VMs 
(22,528 MPI ranks)



Lessons So Far



TrustedProductive IntelligentHybrid

Azure. Cloud for all.


