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Abstract

Modernday MPI implementationprovide several com-
municationchanneldor optimizingperformanceTo obtain
thebestperformancdor themostdemandingontempoary
applicationsjt becomesritical to manayethesecommuni-
cation channelsefciently. Variousissuesrelatedto over
head for messge discovery and thresholdsfor choosing
different channelsneedto be consideed for designingthe
MPI layer It is not a trivial taskto choosetheseparame-
ters sinceapplicationcharacteristicsanddemandg$romthe
MPI layervarywidely In this paperwetry to addressthese
issues Wk proposeseveral differentschemessud as static
priority anddynamicpriority to efciently implementhan-
nel polling. Our resultsindicatethat we can reduceintra-
nodelatencyby up to 12% and messge discoverytime up
to 45%. Further, weexplore several differentmethodolgies
to chooseappropriatethresholdsor differentchannels.

1. Intr oduction

Clusterbasedcomputingsystemsarebecomingpopular
for a wide rangeof scienti ¢ applicationsowing to their
cost-efectiveness. Thesesystemsare typically built from
SymmetricMulti-Processor(SMP) nodesconnectedwith
high speedLocal Area Networks (LANS) or SystemArea
Networks (SANs). A majority of thesescienti ¢ applica-
tions are written on top of the MessagePassinginterface
(MPI) [14]. Eventhoughhigh performancenetworks have
evolvedandhave very low latenciespelow 5ns,intra-node
communicatiorstill remainsan order of magnitudefaster
thanthe network. In orderto fully exploit this, MPI appli-
cationsusually run a setof processe®n the samephysi-
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calnode.Therefore MPI applicationsusuallyperformboth
intra- andinter-nodecommunication®n SMP clusters.

To optimize communicationperformance,mary MPI
implementationssuchas MVAPICH [2] provide multiple
communicationchannels. Thesechannelsmay be used
either for intra- or inter-node communication. Ef cient
polling of thesecommunicationchannelsfor discovering
new messagefs often consideredo be oneof the key de-
sign issuesin implementingMPI over ary network layer.
In addition, basedon characteristicof eachchannel,we
canutilize several channeldor intra-nodecommunication.
In orderto ef ciently designandimplementthesechannel
interfaces,we needa centralizedpolicy. Sincecommuni-
cation patternsaswell asthe needfor overlapof commu-
nicationandcomputationvary widely over differentappli-
cations,it becomesardto designagenerapurposepolicy.
We needto carefully considerthe overheadsand bene ts
offeredby eachchannel.

In this paper we try to bring forward importantfac-
tors that shouldbe consideredo ef ciently utilize several
MPI channelghroughin-depthmeasuremen@ndanalysis.
Ourstudystartswith polling schemeamongmultiple chan-
nels.By ourexperimentsve obserethatintra-noddateny
can be improved by 12% using our static polling scheme
without sacri cing internodelateng. Further the adap-
tive polling schemecanreducethe new messageliscovery
overheadby 45%. Then,we explore methodologiego de-
cidethethresholddetweemultiple channelsWe consider
lateng, bandwidth,and CPUresourcaequiremendf each
channeto decidethethresholds.

The rest of the paperis organizedas follows. Sec-
tion 2 givesa brief descriptionof the variouscommunica-
tion channelsusedin MVAPICH. Section3 describeghe
variousschemeswe devise for polling differentchannels.
Sectiond describeshe methodologyfollowedfor choosing
ef cient thresholddor differentchannels.In section5 we
detailthe previouswork donein this direction. Then nally



we concludein section6 and stateour future work direc-
tions.

2. Background

MVAPICH [2] is anopen-sourcéamplementatiorof MPI
over In niBand [1]. MVAPICH is basedon the Abstract
Device Layerof MPICH [8]. In this sectionwe give a brief
backgroundf thevariouscommunicatiorchannelsisedin
MVAPICH.

2.1 Network channel

In niBand Architecture offers both send/receie and
RDMA (RemoteDirect MemoryAccess)semanticsMVA-
PICH useshoth of themfor ef cient communication.

The MPI eagerprotocolis mappedo the RDMA chan-
nel design.Smallandcontrolmessageareeagerly placed
into thereceving MPI's internalbuffersandcopiedinto the
applicationbuffer. The RDMA Write In niBand primitive
is usedfor this channel.Sincethereis no softwareinvolve-
mentatthereceverside,thereceivercanonly discorernew
messagebasedn polling thetail ag of themessageThis
polling is handledef ciently by maintainingthe persistent
associatiorof RDMA buffers betweensenderandrecever
[11].

In the Send/Receie channelthe messagearesentover
In niBand send/receieprimitives. Thereceverpre-posta
numberof buffersat theinitializationtime. For transferring
amessageahesenderrst copiestheapplicationbufferinto
theregisteredpinned)buffer andthenissuesanin niBand
sendoperation.Uponarrival of themessageattherecevers
end,a completionentryis generatedor the receve (which
was pre-postecearlier). The recever hasto poll the com-
pletionqueueto detectthe new arrival. It is to benotedthat
the samecompletionqueuecan be sharedamongall con-
nections.

2.2 Shared memory channel

This channelinvolves eachMPI processon the same
node attachingitself to a sharedmemory region. This
sharedmemoryregion canthenbe usedamongsthe local
processet exchangeamessageandothercontrolinforma-
tion. This sharedmemorybaseddesignhasbeenusedin
MPICH-GM[15]. Thesendingprocessopiesthe message
alongwith otherinformationrequiredfor messagenatch-
ing to the sharedmemoryarea. Thereceving processcan
thenmatchthe tagsof the postedreceivesandaccordingly
copy overthecorrectmessag¢o its own buffer.

2.3 Kernel module channel

This channelhasbeendesignedandimplementedn a
previouswork [9]. In this paper we take into accountthis
kernel module channelas well althoughthe latest MVA-
PICH releasgversion0.9.4) doesnot utilize this channel.
The kernelmodule channeltakes help from the operating
systemkernelto copy messagedirectly from oneuserpro-
cesdo another Thesendeor therecever procesgoststhe
message&equestdescriptorin a messagejueueindicating
its virtual addresstags,etc. This memoryis thenmapped
into thekerneladdresspacewvhentheotherprocesgeither
senderor recever) arrivesat the messagexchangepoint.
Themessagéescriptorarematchedcatthekernellevel and
thekernelperformsa directcopy from the sendetbuffer to
therecever applicationbuffer.

3. Channel polling

Differentchannelshave differentpolling overheadsAn
ef cient polling schemeshouldminimize the overheadas-
sociatedvith discovery of new messagedn this sectionwe
analyzethe polling overheador eachchannelproposewo
efcient polling schemesandevaluatethe performanceof
eachscheme.

3.1 Channel polling overheads

As we have describedn Section2.1,the network chan-
nel consistsof RDMA and Send/Receie channels.Since
RDMA is usedfor the RDMA channel,thereis no soft-
wareinvolvementat the recever side. Therefore the only
way to checkfor incomingmessagess by polling memory
locations. The overheadnvolvedin polling memoryloca-
tionsis around0.037s per connection.The overall polling
overheadincreasess the numberof RDMA connections
increasesThe othernetwork communicatiorchanneluses
In niBand send/receieprimitives,whichgeneratenessage
completionevents.Therecever pollsthecompletionqueue
to checknew incomingmessageslhe overheadassociated
with polling the completionqueueis constantregardless
of the numberof processedecauseahe samecompletion
gueueis sharedamongall connections.However, it takes
around0.3nsto poll anemptycompletionqueuewhichis
relatively high. In this paper we considerthe polling over-
headdor RDMA andsend/receie channelsasthe network
channebolling overhead.

The sharedmemorychannelusesa FIFO queuefor each
sharedmemoryconnection.In addition,the channelmain-
tainsa counterwhich indicateswhethera new messageés
availablefor this connection.The polling overheadof this
channelis around0.06ns and increasess the numberof
processesunning on the samenodeincreases.lt is to be



notedthat sincemost SMP nodesin clustersare 2-way to
16-way, this polling overheadis not signi cant. To com-
paresharednemorychannebpolling overheadvith the net-
work channebverheadwe measuredhemon varioussys-
tem sizesasshawn in Figure 1. We canobsene that net-
work channepolling overheadncreases$asterthanshared
memorychannelasthe systemsizeincreasesilt is because
thenumberof inter-nodeconnectionger processncreases
in proportionto P N , whereP is the numberof proces-
sorsononenodeandN is thenumberof nodes.Ontheother
hand,the numberof connectiondor intra-nodecommuni-
cationincreasesn proportionto only P. It is to be noted
thatmostof clustershave amuchlargerN valuethanP.
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Figure 1. Polling overhead of network channel
and shared memory channel

The kernelmodulechannel9] copiesmessagedirectly
from the senderbuffer to the recever buffer. However,
polling of the kernelmodulechannelis expensve asit re-
quires a context-switch to the kernel-spacewhich takes
around3ns. We can considerfollowing two waysto poll
onthekernelmodulechannel:

Busypolling of thekernelmodulein theblockingMPI
send,receve, or wait functions. In this case we poll
thekernelmodulechannekxplicitly only whenames-
sageis expectedo arrive from thatchannel.

The kernelmodulecan provide somesignalingbit to

indicatethe arrival of new messageto the MPI layer.

Althoughit canreducethenumberof context switches,
still we needto trapinto thekernelto matchMPI head-
ers.In theworstcasejf someunexpectedmessagear-

rivesin thekernel,the MPI layerstill needgo poll that
messagéecauséhe signalbit doesnot have informa-
tion aboutthe MPI header

In orderto avoid multiple context-switchesandneedlessly
introducingoverheadpolling the kernelmodule,we place
the polling of the kernel module outside the main MPI
progresengine.So,if ary messagearenot expectedfrom

the kernelmodulechannel thenthat channelis not polled
atall. All unexpectedmessagearriving throughthe kernel
modulechanneklrekeptqueuedy thekernelmodule.The
messageare copiedwhenthe recever poststhe matching
receve.

3.2 Channelpolling schemes

As describedn section3.1 therearedifferentcostsas-
sociatedwith polling of eachchannel. In this sectionwe
designdifferentpolling schemeso reducethe overheadhs-
sociatedwith polling network andsharednemorychannels
andenablefastermessageliscovery. As we have described
in section3.1, polling of the kernelmoduleis placedout-
side the main progressengine. So the kernel moduleis
not polledif no messageareexpectedfrom it. Therefore,
we exclude kernelmodulefrom the study of thesepolling
schemes.

Static channel polling scheme: Static polling scheme
decideghepolling policy atthestartof theMPI application.
This schemecan assigndifferentpriorities (or weights)to
differentchannelsTheintuitive ideabehindthis schemas
that somechannelsmay be usedmorefrequentlyor faster
thanothers.To decidethe priority, we needto considerthe
following factors:

Polling Overhead:If achannehasasigni cantly less
polling overheadthan others,we canconsiderto poll
this channelmorefrequently In this way we canre-
ducethe messageliscoverytime for the channelwith-
outaddingalargeoverheado poll otherchannels.

MessagelLateng: If a channelhaslower message
passinglateng and higher bandwidththan others, it
mayreceverelatively moremessagem ashortperiod
of time. Accordingly, we canassignhigherpriority to
this channel.

In our paper we considerboth factors. As we have dis-
cussedin section3.1, the overheadof polling the shared
memorychannels the least.Also we noticethatthis chan-
nelhasthelowerlateng thanthenetwork channebsshovn
in Section4.3. Therefore,we give most priority to the
sharednemorychannel.In this schemewe decidethefre-
queny of polling betweenchannelsbasedon the priority
ratio assignedtaticallyat the applicationstartupphase.
Dynamic channel polling scheme: Dynamic polling
schemeganchangepolling priority over the courseof the
executionof the MPI application.Therearevariousfactors
to beconsideredvhile designingsucha dynamicscheme:

Update Rate: This factor determineshow often the
priority ratios are updated. A very high updaterate
would imply increasedverheaddor shortmessages,
whereasa low updaterate would misssmallerbursts
of messageffom otherchannels.



MessageHistory: This factordetermineghe number
of messagesecordedfor computingthe new priority

ratio. The moremessagesare consideredthe slower
the priority ratiowill change.This might misssmaller
bursts of messageswhereaswhen lower numberof

messageareconsideredlot of uctuation mayoccur
evenwith smallburstsof messagefom achannel.

In this paper we usethefollowing schemdo computepri-
ority ratio: Supposén the lasth messageseceied, m of
which are from sharedmemorychannel,and n of which
arefrom network channelthen priority ratio mn 1

Wheneer h messagearereceved, we updatethe priority
ratio, andreseth to zero. Sothe messagéistory length
hereis the samewith updaterate. Also, for thereasonsve = =
statedin staticpolling schemesection,the polling priority
of sharednemorychanneis alwayshigherthanor equalto
thatof network channel.

3.3 Performanceevaluation of polling schemes | FH FH FH FH FH FH m

We conductedexperimentonan8-nodeclusterwith the : : : : : : :
following con guration: SuperMicro SUPERX5DL8-GG
nodeswith dual Intel Xeon 3.0 GHz processors512 KB
L2 cache2 GB memory PCI-X 64-bit 133MHz bus. The
Linux kernelversionusedwas2.4.22smdrom kernel.og. = g |
All nodesareequippedvith MellanoxIn niHost MT23108
HCAs and installed the Mellanox In niBand stack[13].
Theversionof VAPl was3.2and rmw areversion3.2. The
nodesare connectedhroughMellanox MTS 240024-port
switch.

Onecrucialfactorto determinéfor staticpolling scheme
is “how mud priority shouldbe givento the shaied mem-
ory channel?” Obviously, if we give morepriority to shared
memorychannel thenthe sharedmemorylateny will re-
duce.But atthe sametime thelateng/ of messagesoming SRR 1
overthenetwork will alsoincrease. | Network Peer! Root Shared Memory Pee

To nd outthe optimal priority ratio, we conductedhe ! ! ‘ !
standardping-ponglateng testwith differentpriority ra-
tios. Figure 2 shows variation of ping-ponglateny with
variouspriority ratiosfor 4B and2KB messagsizes. We
canobsene from these gures thatif we give sharednem-
ory channel priority ratio of 50, thenwe cangetareason-
ably balancedmprovementf intra-noddateng - 12%im-
provementfor 4B messageand 9% improvementfor 2KB
message without hurting network lateng. For 4B mes-
sage,our experimentsindicatethat we can achieve up to
37% improvementin intra-nodelateng using the static
polling priority 1000 but it hurtsthe network channella-
tengy signi cantly. As messageizeincreasesthe bene t
of polling schemereduceshecausahe messagdransmis-
sionoverheacecomedargerthanthepolling overhead.

In order to evaluatethe dynamic polling schemewe
needto devise a nev MPI microbenchmarkhat appropri-

Figure 2. Latency of static polling scheme

_- Burst |
- - Size

Figure 3. Message disco very microbenc h-
mark



ately capturegshe messageliscovery time atthe MPI layer.
Therearethreeprocesses thebenchmarkTwo processes
are on the samenode, whereasone processs on a sepa-
rate node. This processsendsmessagesver the network,
whereaghe processon the samenodesendsmessagesx-
clusively throughsharedmemorychannel. On the receipt
of eachmessagéhe “r oot” processeplieswith an ACK.
Theprocessendinghe“b urst” numberof message® the
rootis alternatelyselectedetweerthenetwork peerandthe
sharednemorypeer Thistestcaptureshe messagéiscov-
ery time by theroot processheforeit cansendan ACK to
the peerprocess.Figure 3 illustratesthis microbenchmark
wherewe aretrying to measurdime T.

Figure 4 shaws the performanceresults of this mi-
crobenchmarkvith the burst sizesof 100 and 200 for 4B
messageWe obsene thatwith the increaseof updaterate,
the messageliscovery time actuallydecreasesThe update
rate of 8 or 10 is enoughnot to introducetoo muchover
headand also sustainfairly small burst of messagesOur
experimentsindicate that we can achiese up to 45% im-
provementrate of messagealiscovery time with burst size
of 200. However, whenthe updateratebecomesigher, the
overheadctauseshediscoverytimetorise. We alsoobsene
thatwhenthe burstsizeis equalto the updaterate,the dis-
coverytimeincreasesigni cantly dueto continuousvrong
predictions.

4. Channelthresholds

Network, sharednemory andkernelmodulecanall be
usedfor intra-nodecommunication. Thesechannelshave
differentperformancecharacteristicsSomechannelshave
low startuplateny and some channelshave high band-
width. In addition, somechannelsdo not requirethe in-
volvementof hostCPU.In this sectionwe studyon select-
ing appropriatehresholddor ef cient intra-nodemessage
passing.

4.1 Communication startup and messagéransmis-
sionoverheads

In the network channel,messagesor intra-nodecom-
municationareDMAed into the network interfacecardand
loopedbackto the hostmemory Therefore thereexist two
DMA operationsAlthoughl/O busesaregettingfasterthe
DMA overheads still high. FurthertheDMA startupover-
headis ashigh asseveralmicroseconds.

We note that the sharedmemory channelinvolves the
minimal setupoverheadlessthanl.2ns)for everymessage
exchange.However, thereareat leasttwo copiesinvolved
in themessagexchange Thisapproachmighttie down the
CPUwith memorycopy time. In addition,asthe message
sizegrows, the performancef the copy operationbecomes

evenworsebecauseigorouscopy-in andcopy-out destrgy
the cachecontents.

The kernelmodulechannelinvolvesonly onecopy and
is able to maximizethe cacheeffect. However, thereare
otheroverheadsuchastrap,memorymappingandlocking
of datastructures.The trap andlocking overheadsarein-
volvedfor every messag@assingandlargerthan3ns. The
memory mappingoverheadincreasesas numberof pages
for the userbuffer increasewhich takesaround0.7ns per
page.In addition,althoughthe numberof copy operations
is reducedthe CPUresourcss still requiredto performthe
copy operation.

4.2 Thresholddecisionmethodology

To decidethe thresholdsye considerseveralimportant
factors,suchas lateng, bandwidth,and CPU utilization,
which can largely affect applicationperformance. How-
ever, differentthresholdsnight berequiredby differentap-
plicationsbecauseeachof themhasdifferentcommunica-
tion characteristicand programmingassumptionsin this
section,we discusstwo differentapproachegor choosing
appropriatehresholds.

Micr obenchmark baseddecision: In generalijt is very
dif cult to decidethe thresholdof communicatiorchannel
for all applications However, it is widely acceptedhatsuch
decisionscanbe basedon lateny andbandwidthmeasure-
ments.Thereforewe canlook at MPI microbenchmarkso
seethebasicperformancef eachchannel.

CPU utilization baseddecision: In this approachwe
measurehe overlappingof computationand communica-
tion. Although some channelsmight hase higher mes-
sagdatengy, they may effectively overlapcomputatiorand
communication. This is bene cial for applicationsthat
are efciently programmedo overlapthem. Sincemary
MPI implementationsisethe rendezwusprotocolfor large
messageandmake a communicatiorprogresswithin MPI
calls,applicationsareusuallyrequiredto call anMPI func-
tion suchas MPI_Iprobe to make an efcient overlap be-
tweencomputationand communication. However, this is
quiteapplicationdependentFor applicationsvhich mostly
useblocking operationssimply selectingthe channelwith
lowestlateng would be enough.

4.3, Evaluation of threshold

In this sectionwe runthe above mentioneddecisionap-
proache®ntheclusterdescribedn section3.3. We usethe
standardping-ponglateny and bandwidthto evaluatethe
thresholdpointsfor the threechannels Thesemicrobench-
marksareavailablefrom the projectswebpage[2].

Figure 5 shows the experimentalresultsof the lateng
and bandwidthtests. We nd that for messagesmaller
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Figure 4. Message disco very time of dynamic polling scheme

than4KB, it is bene cial to use sharedmemorychannel.
Thisis becaussharednemorychannekvoidsahigh com-
municationstartuptime suchaskerneltrap and DMA ini-
tialization. For messagegreaterthan4KaB, it is usefulto
have the kernel module channel. This is mainly because
the numberof copieshasbeenreducedto one. Also, we
canobsenethatthe bandwidthfor the kernelmodulechan-
nel dropssigni cantly from 256KB messagsaize. It is be-
causethe cachesize on the nodeusedis 512KB. Both the
senderndreceier buffersandsomeadditionaldatastruc-
turescannot t into the cachebeyond this messagesize.
However, thebandwidthofferedby thekernelmodulechan-
nelis still greaterthanothers.

To analyzedifferent channels' capability of overlap-
ping computationand communicationwe conductedex-
periments as follows: Two processesrunning on the
samenode call MPI_Isend and MPI_Irecv. Then they
execute a computation loop for a given computation
time (i.e., valuesin x-axis of Figure 6). Within the
computationloop, processescall MPI_Iprobe to make
a communicationprogressfor every 100ns. After the
computationtime, they call MPI_Waitall and calculate
Total_Time Computation_Time, where Total_Time in-
cludesbothcomputatiorandcommunicatiortime. A value
closerto 1 meansmore overlappingbetweencomputation
andcommunication.

Figure 6 shavs experimentalresultsfor 4B and 128KB
messagesespectiely. For smallmessageshe communi-
cationstartuptime is thedominantoverheadvhile message
transmissiontiime is very small. Sincethe sharedmemory
channelhas the lowest communicationstartuptime, this
channelshows closervaluesto 1 than otherswith small
computatiortime. It is to benotedthatthe network channel
shaws betteroverlappingthan the kernel module channel
for small messagesAlthough the network channelhasa
larger startuptime thanthe kernel module,the DMA ini-
tializationtime, which is the dominantstartupoverheador
the network channel,doesnot requireCPUresourceat all.
Thus mostof startuptime of the network channelcan be

overlappedwith computation,which resultsin the better
overlappinghanthekernelmodulechannel.Sincecommu-
nicationoverheadecomeselatively smallerasthe compu-
tationtime grows, thereis no differenceamongthreechan-
nelswith largecomputatiortime values.

For large messagesye obsene that the network chan-
nel can make the computationand communicationfully
overlap. It is becauseahe network channeldoesnot need
ary CPUresourcgo move intra-nodemessages-However,
the sharednemoryandkernelmodulechannelsequirethe
CPUto copy messagesTherefore,it is dif cult to expect
themto achiere agoodoverlapping.Sincethe kernelmod-
ule channelneedsonly one copy, this channelshawvs bet-
ter overlappingthan the sharedmemorychannel. As the
computationtime increasesall threechannelsagainshov
the sameoverlappingcapability It is becaus¢he computa-
tion time is too large comparingwith communicatiortime.
Overall, to maximizethe computationand communication
overlapping,the sharednemoryandnetwork channelsare
bene cial for smallandlarge messagesgespectiely.

5. Relatedwork

Several researcherbave proposedlifferentdesignsfor
ef ciently implementingntra-nodecommunicatiorin clus-
ters. In this section,we describein brief their contribu-
tions. Geofray, TourancheawRrylli etal.[16, 7, 6] suggest
a BIP-SMP multi-protocol layer for intra-nodeand inter-
nodecommunicationTakahashetal.[18, 17] provideade-
vice driver calledPM/SHMEM thatsupportsadirectmem-
ory accesdbetweenprocessesMPICH-GM [15] provides
a userlevel sharedmemoryapproactfor MPI. It alsopro-
vided a kernellevel approachout the supportis withdravn
currentlyto the bestof our knowledge. Lumettaetal. [12]
have alsoproposedpolling schemesbut they didn't spec-
ify thefactorswe shouldtake into accountwhendetermin-
ing a polling scheme.In the context of the framework to
supporimulti-channelMPICH-Madeleing3] andMPICH-
G2]5, 10] havebeensuggestedn addition,it isto benoted
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that Brightwell, et al. have shavn the impactof the usage
of MPI queueon lateng andapplicationd19, 4].

6. Conclusion

In this paper we have studiedimportantfactorsto op-
timize multi-channelMPI. We have proposedseveral dif-
ferentschemesor polling communicatiorchannelandde-
ciding thresholdgor the hybrid of themin MVAPICH. To
comeup with an efcient static polling schemewe have
taken into accountpolling overheadand messagdateng.
In addition,we have suggested dynamicpolling scheme,
which updatesthe priority ratio basedon updaterate and
messageéhistory. The experimentalresultsshowv that the
factorswe have consideredaffect sensitvely on the mes-
sagediscovery time. We notethatthe staticpolling scheme
canreduceantra-noddateng by 12%withouthurtinginter
nodelateng. By usingthe adaptve polling schemeve can
reducethe messageliscovery overheacby 45%.

In addition,we have evaluatedhresholddor eachchan-
nel both basedon raw MPI latenciesand bandwidthsand
alsoCPU utilization. We have obseredthatkernelmodule
channekanachieve averylow latengy andhigh bandwidth
for mediumand large messages.On the other hand, for
this messageange,network channelcan overlap compu-
tation and communicatiorvery well althoughthis channel
hasa high lateny andlow bandwidth.For smallmessages,
the sharedmemorychannelshows betterperformancehan
others.

We would like to continueto work alongthis direction.
We plan to evaluatethe impact of theseschemeson end
MPI applications. Also, we intendto evaluatethe polling
scheme®n large systems.Basedon theseevaluationswe
would like to comeup with morealgorithmicalapproaches
to decideeachof theseparameters.
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